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BUILD.

SHIP.

FASTER.

Stop vibe coding. Start shipping real products. The exact AI workflow skills

that top technical founders use to build faster, with fewer bugs, and better

architecture.
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T H E  P R O B L E M

AI coding tools are incredibly powerful.

They're also incredibly good at generating

plausible-looking garbage.

Most founders using Claude, Cursor, or Copilot hit the same wall: the AI builds

something that looks right, but breaks in production. Or it builds the wrong thing

entirely. Or it creates a codebase so tangled that fixing one bug creates three more.

These are not AI problems. They're process problems. The engineers shipping the

best products with AI aren't prompting harder — they're prompting smarter. They're

using structured skills that force the AI into disciplined engineering habits.

This playbook gives you those exact skills. Adapted from the workflow of Matt

Pocock — TypeScript educator with 70,000+ GitHub stars — and rewritten for

founders who need to move fast without creating technical debt they can't pay off.

// HOW TO USE THIS

These are slash commands you run inside Claude Code, Cursor, or any coding

agent. Each one solves a specific failure mode. Start with /grill-me before any

new feature. Use /tdd when you need the code to actually work. Run

/improve-codebase-architecture once a week to stop entropy before it

kills you.

T H E  4  F A I L U R E  M O D E S



Why AI coding fails founders

01
The Agent Didn't Do What You Wanted

You described the feature. The AI built something. It's not what you meant. You

go back and forth five times and still don't have it right.

Fix: /grill-me & /grill-with-docs — close the communication
gap before a single line is written

02
The Agent Is Way Too Verbose

The AI uses 20 words where one will do. It doesn't know your codebase's

language, so it makes up its own. Variables, functions, and files are named

inconsistently.

Fix: /grill-with-docs — builds a shared language so AI talks
in your domain's terms

03
The Code Doesn't Work

It compiles. It looks right. Then your first real user hits a bug you never saw in

dev. The AI was flying blind with no feedback loop.



// 01 — ENGINEERING SKILLS

Build it right.

Daily-use skills for coding work. These directly fix the

four failure modes above and apply to any project, any

stack.

01
Grill With Docs

/grill-with-docs

Run this before you build anything. It forces the AI to interview you about every

aspect of what you're building — asking questions one at a time until the plan has

Fix: /tdd — red-green-refactor loop that forces AI to prove
it works before moving on

04
You Built a Ball of Mud

Six weeks in, your codebase is a tangle of spaghetti. Changing one thing breaks

three others. AI accelerated you straight into technical debt.

Fix: /improve-codebase-architecture — run weekly to identify
and fix structural rot



no gaps. It also builds a shared vocabulary document (CONTEXT.md) so the AI

stops inventing its own terminology for your codebase.

"No-one knows exactly what they want."

— The Pragmatic Programmer

The result: AI that uses your domain language, names variables consistently, and

spends fewer tokens on confusion. Founders who use this before every feature

report dramatically fewer back-and-forth cycles.

// PROMPT TO RUN

/grill-with-docs

# What it does:
Interview me relentlessly about every aspect of this plan
until we reach shared understanding. Walk down each branch
of the decision tree, resolving dependencies one-by-one.
For each question, give your recommended answer.

Ask one question at a time.
If a question can be answered by exploring the codebase,
explore the codebase instead of asking.

RUN FIRST, ALWAYS NEW FEATURES ARCHITECTURE DECISIONS

ONBOARDING AI TO EXISTING PROJECT

02
Test-Driven Development

/tdd

The single most important skill for code that actually works. Forces the AI into a

red-green-refactor loop — it writes one failing test, then writes the minimal code to

pass it, then moves to the next behavior. One vertical slice at a time.

// THE ANTI-PATTERN TO AVOID

Never let the AI write ALL tests first, then ALL implementation. This

"horizontal slicing" produces tests that test imagined behavior, not real



behavior. They break on refactors, miss real bugs, and give you false

confidence.

RED

Write one

failing test

→

GREEN

Write minimal

code to pass

→

REFACTOR

Clean up. Run

tests.

→
R

Next

// PROMPT TO RUN

/tdd

# What it enforces:
- Tests verify behavior through public interfaces only
- One test → one implementation → repeat
- Never refactor while RED — get to GREEN first
- Each test reads like a spec: "user can checkout
  with valid cart" not "CartService.process() called"
- Tests survive refactors (internal structure can change,
  tests should not)

USE FOR EVERY FEATURE BUG FIXES API ENDPOINTS BUSINESS LOGIC

03 Diagnose

/diagnose

For hard bugs and performance regressions. Stops the AI from guessing randomly

and forces a disciplined investigation loop: reproduce → minimise → hypothesise

→ instrument → fix → regression-test. The AI cannot move to the next step until

the current one is confirmed.

// PROMPT TO RUN

/diagnose

# The loop it runs:
1. REPRODUCE — confirm bug exists with a reliable case
2. MINIMISE — strip it to the smallest reproduction
3. HYPOTHESISE — generate 3 candidate root causes



4. INSTRUMENT — add logging/probes to test each
5. FIX — change only what's confirmed broken
6. REGRESSION TEST — write a test so it never comes back

HARD BUGS PERFORMANCE REGRESSIONS FLAKY TESTS

04 Improve Codebase Architecture

/improve-codebase-architecture

AI accelerates coding. It also accelerates software entropy. Run this once a week

to find modules that have become too complex, interfaces that have leaked too

much, and areas where the code structure has drifted from the domain model. The

fix for a ball of mud is radical care about design — run this before it's a crisis.

"Invest in the design of the system every day."

— Kent Beck, Extreme Programming Explained

// PROMPT TO RUN

/improve-codebase-architecture

# What it looks for:
- Shallow modules (complex interface, thin implementation)
- Tangled dependencies between modules
- Drift from CONTEXT.md domain language
- Areas where complexity hasn't been encapsulated
- Opportunities to "deepen" a module behind a simpler API

RUN WEEKLY POST-SPRINT CLEANUP BEFORE A BIG NEW FEATURE

05
Triage

/triage

When your backlog is a pile of chaos. Runs a state-machine triage loop to classify

issues by severity, effort, and dependencies. Outputs a prioritised list with labels,

so you always know what to build next.



BACKLOG CLEANUP SPRINT PLANNING POST-LAUNCH FIREFIGHTING

06
Feature to PRD

/to-prd

Turns your current conversation into a Product Requirements Document. Quizzes

you on which modules you're touching, what the scope boundaries are, and what

success looks like. Then submits it as a GitHub issue. No more "we'll figure it out

as we go."

FEATURE PLANNING BEFORE STARTING A SPRINT ASYNC TEAM ALIGNMENT

07 Break Into Issues

/to-issues

Takes any plan, PRD, or spec and breaks it into independently-grabbable GitHub

issues using vertical slices. Each issue is self-contained. Any AI agent (or human)

can pick it up and ship it without needing the full context.

AFTER /TO-PRD SPRINT BREAKDOWN SOLO FOUNDER TASK QUEUE

08
Zoom Out

/zoom-out

When you're deep in a complex function and can't see the forest for the trees. Tells

the AI to step back and explain this section of code in the context of the whole

system — why it exists, what it connects to, what would break if you changed it.

CODE REVIEW ONBOARDING TO UNFAMILIAR CODE BEFORE A REFACTOR

09
Prototype

/prototype



Build a throwaway prototype to stress-test a design before you commit to it. Either

a runnable terminal app for state/business-logic questions, or several radically

different UI variations you can toggle from one route. Throw it away when you're

done — the point is learning, not the code.

DESIGN VALIDATION UX EXPLORATION PRE-COMMIT ARCHITECTURE DECISIONS

// 02 — PRODUCTIVITY SKILLS

Work smarter.

General workflow tools that work across all tasks —

not just code. These make your AI sessions faster and

your outputs sharper.

10
Grill Me

/grill-me

The non-code version of /grill-with-docs. Use it when you want to stress-test a

business decision, a positioning strategy, a pricing model, or any plan. The AI

interviews you relentlessly — one question at a time — until every branch of the

decision tree is resolved. Works equally well for founders planning a launch as it

does for engineers planning a feature.

// PROMPT TO RUN

/grill-me

# Great for founders on:
- Pricing decisions ("grill me on our freemium model")
- Launch strategy ("grill me on our ProductHunt launch plan")



- Audience positioning ("grill me on who we're really for")
- Partnership decisions ("grill me on this sponsorship deal")

ANY BIG DECISION STRATEGY POSITIONING PRICING LAUNCH PLANNING

11
Caveman Mode

/caveman

Ultra-compressed communication mode. Cuts token usage ~75% by dropping all

filler while keeping full technical accuracy. When you're deep in a complex session

and every word costs, switch to caveman mode. The AI stops writing essays and

starts communicating like a senior engineer in Slack.

LONG CODING SESSIONS HIGH-VOLUME ITERATIONS API COST REDUCTION

12
Handoff

/handoff

Compacts the current conversation into a handoff document so another agent —

or a fresh session — can pick up exactly where you left off. Critical for long

projects where context windows run out. Run it before ending any significant

session.

END OF LONG SESSIONS HANDING OFF TO ANOTHER AGENT

CONTEXT WINDOW MANAGEMENT

13 Write a Skill

/write-a-skill

Build your own custom skills. Once you find a workflow that works — a specific

way you prompt for copy, a debugging loop that fits your stack, a research process

that gets great outputs — turn it into a reusable skill. This is how the best founders

build compounding AI advantages over time.



BUILD YOUR OWN PLAYBOOK CUSTOM WORKFLOWS TEAM STANDARDISATION

// 03 — GUARDRAILS

Stop disasters.

Skills that protect you from the AI doing something

catastrophic. Set these up once. Thank yourself later.

14
Git Guardrails

/git-guardrails-claude-code

Sets up Claude Code hooks to block dangerous git commands before they

execute. Prevents AI from doing a git reset --hard, git push --force, or

git clean without explicit confirmation. Set this up on every project. It will save

you at least once.

SET UP ONCE PER PROJECT PRODUCTION REPOS ANY REPO YOU CARE ABOUT

15
Setup Pre-Commit

/setup-pre-commit

Sets up Husky pre-commit hooks with lint-staged, Prettier, type checking, and

tests. AI coding agents skip this stuff constantly. Once this is in, broken code

literally can't be committed. The best passive quality gate you'll ever install.



SET UP ON DAY ONE CODE QUALITY TEAM REPOS

Q U I C K  R E F E R E N C E

When to use what

SITUATION SKILL TO RUN

Starting a new feature or project /grill-with-docs

Code isn't working, need it to actually work /tdd

There's a bug I can't figure out /diagnose

Codebase is getting messy (weekly) /improve-codebase-architecture

Need to turn a plan into GitHub issues /to-prd → /to-issues

Deep in a function, lost the big picture /zoom-out

Not sure which design approach is right /prototype

Making a big business decision /grill-me

Long session eating tokens fast /caveman

Session ending, need to continue later /handoff



SITUATION SKILL TO RUN

Backlog is chaos, need priorities /triage

Setting up a new repo /setup-pre-commit + /git-guardrails

Found a workflow that works well /write-a-skill

// THE 30-SECOND SETUP

Run npx skills@latest add mattpocock/skills in your terminal to

install all these skills into your Claude Code, Cursor, or Windsurf setup. Select the

skills you want. Run /setup-matt-pocock-skills once per repo to configure

your issue tracker, triage labels, and domain doc locations. Then you're live.

Launch Llama
AI Prompts for Founders
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